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28 September 2026

maotv| Kubernetes Reliability Week — | 28 | ...

SEPTEMBER | oy cTEMS

e o | Part 1 of 5: Map Failure Domains | 2z | 5.

OPERATE
GO FURTHER

[ Three replicas...

N but could a zone
| outage still affect

our users?

/ It depends
on where they run
— and what they

depend on.

S—

| CHOOSE A USER-FACING RELIABILITY OBJECTIVE |

Define what success looks like for your users before changing placement.

SERVICE DBJECTIVE

>99.9%

Successful user requests
(for example)

Issue 1/ original page 1 of 5

Map service failure domains and choose a user-facing M401 USEES
reliability objective before placement changes. MASTERY )

A STACK OF FAILURE DOMAINS

Understand the layers that can fail — and how they relate.

us-east-1 (example)

-

Zone C
(eg. 1c)

Nodes

pod-2

Three replicas can still be impacted
if they share a zone, or rely on a dependency
that's unavailable in that zone.

DEPENDENCIES EXPAND THE BLAST RADIUS

Your service is only as resilient as what it depends on.

Eg Database <-\

" Cache ':4"/ ; \‘)
my-service

(3 replicas)

Even if the service replicas are healthy, a zone outage can
still affect users when dependencies or placement are correlated.

So before

we move anything... |

let's map the
failure domains,
understand the
dependencies,
and set a clear
user-facing
objective.

MORE
RELIABLE TOMORROW

3/27
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Mol Kubernetes Reliability Week — 28 ...

SEPTEMBER SY'STEMS

e . | Part 1 of 5: Map Failure Domains | 2 | 5

T . 3 . . 'lC
EEEFRU’:‘;TEHER Map service failure domains and choose a user-facing Ma01 | U-S“__ES
reliability objective before placement changes. MASTERY

REPLICAS VS. ZONE RESILIENCE

Extra replicas and multi-zone placement solve different problems.

One replica per zone

Spreads replicas to reduce
correlated zone-failure risk.

. Reglon (e.g. us-east-1)

Survives individual pod failures
even in a single zone.

. Reglon (e.0. us-east-1)

V[ zoneA |[ ZoneB |[ ZoneC
A ?.'?’.."_'_‘_"_35_(?7_9:}?)____._________.__1 | e [ (1b) 1 (1c)

Nodes ! i Node Node Node

=2 E =
pie - o I ; : “TI LTJ Tﬂ

@[ﬁ
i
i
@
-
=2

pod-1 pod-2 pod-3

Can survive individual pod failures. 0 Survives pod failures.

Good for high availability within o Reduces risk from a single
the zone. zone outage.
o Still at risk if the entire zone fails Protects against correlated
(e.g. power, network, or cloud event). | | fa|lures that affect an entire zone.

Replica count does not prove zone resilience.

You can have 3 replicas and still be unavailable if they are all in the same zone.

KUBERNETES FAILURE DOMAIN HIERARCHY

Understand the Iayers that can fail — and how your service depends on them.

Regmn Zone | Node Td
eg us-east-1) ﬁ (eg.1a) (worker) e (your container)
A regmn contams A zone contams A noderuns A pod is one repluca
multiple zones, multiple nodes. multiple pods. of your application.
SHARED g Database [+~ P . External APl | | A zone outage can
DEPENDENCIES [ a8 } } stil affect your users
CAN EXPAND ifa :epeniﬂi?
S in that zo0
THE BLAST RADIU ﬁ Cache  |€” rny-senuce ‘c Messaging | unavailable.
(replicas)

VERIFY ACTUAL PLACEMENT KEY TAKEAWAYS

Node labels in your cluster show the real topology. Extra replicas can survive individual pod
failures even in one zone.
Always verify Spreading replicas across zones reduces
actual node labels correlated zone-failure risk.
in your cluster. , "
Don't assume : Replica count does not prove zone resilience.
where your replicas

are running. Map dependencies and their failure domains.

PAGE2 /5 | ELLYPUNK | ellypunk.com/train -of- s | © 2026 Ellypunk / NeetOps
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M4o1 | Kubernetes Reliability Week — | 28 | ...

) | s = SEPTEMBER | oycTEMS

s | Part 1 of 5: Map Failure Domains | 2= |

EEEFRL:ETEHER Define user-facing reliability, set a realistic target, maor | USERS
' and map the failure domains before placement changes. HAGRERY |

DEFINE A USER-FACING SLI

looks resilient... Measure the experience your users actually see.
but wait —

multiple services Service Level Indicator (SLI)

Shat;:tgl;Zssea'?me Fraction of valid requests served successfully.
: ' 080

a@R S - Successful user requests

That's a shared '\ | Valid user requests
dependency. P
A database outage 0 Count only valid requests (exclude client errors, e.g. 4xx).

could still affect o Measure end-to-end from the user's perspective
our users. (e.g. through your ingress or load balancer).

° Choose a consistent definition across your service.

@ SET AN SLO TARGET AND TIME WINDOW |

Set a realistic target and measure the experience, not infrastructure.

[SarvicsLeve Objective (SI.O) | KEY POINTS

An illustrative example. Choose a target that fits
your product and users.

0 Use a defined time window
Z 9 .9 /0 o (e.g. 30 days) to :smaoth
successful user requests out short-term biips.

over a 30-day window o Measure the user's experience
(for example) (not how many pods are running).

MAP FAILURE DUMAINS FOR WIJRKL[]AIJ AN[H DEPENDENCIES

Identify what can fail and how your service depends on other components.

Dependencies
% Kubernetes Cluster (outside the cluster)
(multi-zone)
[ ZoneB I

(e.g. managed DB)
eg. la fe.g. 1b e.g. 1c =

e e Storage

‘ ' i Your Service | | YourService | | Your Service | g (e object storage)

DNS In ress

(pods) it (pods) Storage failure
(e.g. public DNS) (e.g. Ioad balancer) i

. ik i External APls
DNS failure Ingress failure i g [ (e.g. third-party)

External AP failure

A TOPOLOGY SPREAD POLICY HAS LIMITS

It affects scheduling — it does not guarantee surviving every outage
or automatically repair dependencies.

What it does: What it does NOT do:

0 Helps spread your pods across zones Does not guarantee your service survives
or nodes to reduce correlated failures. every passible outage.

Does not make external dependencies

0 Improves availability when a single node (e.g. databases, storage, DNS) highly available.
or zone has problems.

Does not automatically repair failed dependencies.

R

PAGE3 /5 | ELLYPUNK | ellypunk.com/tr ernetes-n of- s | © 2026 Ellypunk / NeetOps
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MASTERY |
PRACTICE
UNDERSTAND
OPERATE

GO FURTHER

We know

where it can fail.
Now let's design,

validate and
\\ improve —
N step by step.

Resilience
is a habit,
not a hope.

: /\ig— ) 0

. S——— o p
H Database | .& Ingress | | ggsfﬁﬂ
RIL

RESILIENT SYSTEMS

KEEP PEOPLE MOVING FORWARD.

PAGE4 /5 | ELLYPUNK | elypunkcoriing/uben

Issue 1/ original page 4 of 5

Kubernetes Reliability
Part 1 of 5: Map Failure Domains =

Turn failure domain understanding into a resilient design,
and validate it with a controlled drill.

-part-1-of-5-map-failure-domains

28 September 2026

RELIABLE
SYSTEMS
HAPPIER

VUSERS

ssmuusa
2026
M401 |

MASTERY

Week —

PREBLEM A SINGLE ZONE CAN TAKE YOU DOWN

Your service runs in multiple zones, but the database is only
in zone A. If zone A has an outage, the database is unavailable
and the service can't work, even though pods still run in B and C.

Zone A
(e.g. 1a)

Pods
(your service)

(e.g. 1b)

Pods
(your service)

(e.g. 1c)

Pods
Z : (your service)

eea”eee eee[

If zone A fails, the database is unavailable
and users are impacted, even though
pods in B and C are healthy.

b

Database
(single zone)

/‘—————-——-———-———
9 ACTION DESIGN FOR CROSS-ZONE AVAILABILITY

Design the databasp for cross-zone avallabﬂl‘ry and automatic
failover .

 ZoneA
(e.g. 1a)

Pods
(your service)

(e.q. 1c)
3 @ Replication and

automatic failover

o
(your service) (your service)

Consislency
e 6 @ requirements

(0. strong vs eventual)

Recovery time
and data loss targets

DB rep'hca DB releca DB rep!l:a How the database

i . s integrates with your

e . applicatio
Database across zones (repllcatlon + fallover) PRrson

CHECK RUN A CONTROLLED DRILL AND MEASURE

In a controlled zone-A failure drill, measure valid user requests
and data correctness. Pass only if both meet the agreed objectives.

During the drill, measure:

Service SLI
Valid user reguests
{e.g. success rate, latency)

Data correctness

(e.g. no data loss,

no corruption, expected
consistency behaviour)

Result:

Pass only if both the service SLI and data correctness
meet the agreed objectives.

Results pendin
fto be fiIF':d in agﬂer Rj:ﬂﬂﬁﬂcﬁ
the dril) ¢ MESF ROM

ngEN o

IMPROVE EXPAND THE PLAN

A cornpletﬂ resilience plan inciudes more than the database.

Repllcatlnn failover,
backups and restore
tested regularly.

Distribute traffic
across zones and
plan for failover.

Plan for zone-level
failover and test
DNS behaviour.

“Reliability is a journey,
built on)é failure domain at a time.”

SEILLS
FOR A MORE
RELIABLE TOMORROW

© 2026 Ellypunk / NeetOps
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n mgm |
M40l | Kubernetes Reliability Week — 28 | ...

SEPTEMBER SYSTEMS

e o | Part 1 of 5: Map Failure Domains | 22 |

OPERATE : . s ZE
a0 Furhch From mapping to confidence — key takeaways M401 | _

before you design and place workloads. MASTERY

Great work! YOUR RECAP CHECKLIST

You've mapped Four essentials from Part 1.
3\ Where your service

Define a user-facing
SLI and SLO window.

\
\

'--. ' foundation for Start with what success looks like for your

)
/)

real resilience. users, and set a clear, measurable objective.

Map region, zone, node
and pod placement.

Understand the layers that can fail and

how your application is distributed
across them.

Map shared dependencies
and their fault domains.

Include databases, caches, external APIs,
messaging and other services — and
understand how their failures can affect
your service,

Test a controlled failure;
measure service and data
outcomes before declaring
resilience.

Validate your design with a controlled
test and check both service behaviour
and data correctness.

. = =
°@- Elly’sFinal Tip REAL o

Reliability is measured from the user’s path
through the whole system.

You've taken an important step
towards more resilient systems.

On to the next challenge!

. See you in [l
m i Part 2! v Jum :

Part 2: Design resilient
workload placement

Issue 1/ original page 5 of 5 7127
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@P2% ™ RELIABILITY WEEK

Kubernetes
Cluster

B 3 Zones

8 6 Nodes

B 9 Pods

i
@ Healthy
._"
A I _'7
B 5’ i /
; J

OBJEC TIVE

replica.

Choose where replicas
run so one node failure
does not take every

29 September 2026

( 29 September 2026 )| PAGE 1/5 |

I(ussknzrts

PART 2 OF 5

N[ oBserve ||
PLAN
Il DESIGN
| VERIFY

T HE BIG PIC TURE

RESILIENT
NODES l [ CHEDULERk WORKLOADS

Survive
Failures

Places

Compute
Pods

Resources

PROBLEM: Three replicas can
still share one failure domain.

BETTER PLACEMENT: Spread

replicas across eligible nodes and zones.

ingle node failure
take every replica.

Issue 2 / original page 1 of 5

Check which nodes and

A \ zonesholdeach rﬂ

| | ELLYPUNK | ellypunk.com/training

© 2026 Ellypunk / NeetOps
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The scheduler flters

feasible nades, then

Resources, selectors, affinity
and tamts restrict where a Pod

doesn t have

' enough memory. )

CPU 4
| Mem 8Gi
Labels app=web

. Mem 8Gi
| Labels: app= web

em 2Gi
bels: app-web |

?eae

. |
hsufficient |

29 September 2026

Preferences and topology spread
can favoura !ess crowded zone.

b\ [ zone-b has
y \ fewer Pods,
W\l so it scores

node-b
(zone-b)

O

o

Current Pods: 1
More preferred

| Current Pods: 3

=: .6Node

ubernetes o=
Juster :

| | . 3 Zones ' 3 nades i. 2 nodes 1 node
| . 9 Pods

| . Healthy

NODES
SCHEDULER
RESILIENCE

@ BIND ONE mp

The scheduler chooses a node
for this Pod; future Pods are
scheduled separately.

" This Pod is
\( Scheduled to
node-b in

Pod Scheduled

-
I
|
I

——n F——=

‘| node-b
(zone-b)

node-a

(zone-a) (zone-c)

:

1
node-c

A desired spread needs enough |
eligible nodes and capacity.

Y | : .... !
M| ELLypunk |

Issue 2 / original page 2 of 5

© 2026 Ellypunk / NeetOps
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Will this
spread keep our
workloads safe

Kubernetes
Cluster

Zone-a g , B g . DES’G" RES’L'E"T
s 7S N [ WorKL0AD  PLACEMEN

Zone-b

[ Healthy
Workloads

zone-a
212

zone-b
1/1

|0 i"}‘i‘

L)
Match the workload topology. kubernetes.io/zone /
label so the right groups eligible nodes  //
replicas are counted. by zone. /i
L

00 e . | @
workload=api topology. ¢
kubernetes.io/zone \=

9 SET SKEW

maxSkew: 1 allows '
at most one Pod count DoNotSchedule leaves
e a Pod Pending if no eligible
DoNotSchedule applies placement satisfies the rule.
ScheduleAnyway still
" zone-a | zone-b | zome-c schedules while preferring

7 | @@ e @ lower skew.

maxSkew 1 » .
Difference between any two zones < 1 4 IE‘ Pending

SN TS o

Strict spread can block scheduling
when a zone or its capacity
is unavailable.

| l ELLYPUNK © 2026 Ellypunk / NeetOps

Issue 2 / original page 3 of 5 10/ 27
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I T S 0O e ——

M401 - MASTERY )=

Kubernetes
Cluster

® z0ne-3
® zone-b

29 September 2026

Cluster TOPO@QL E 48
" ;zone_-; zone-b

L)

All three replicas are on node-a
\| in zone-a. One node outage
| removes all three.

Add a zone spread constraint {{i
for matching workload Pods;
keep maxSkew at 1.

inspect the actual placement: zone-a

— , \ After replacement Pods are SChedUJEd:
\ has 2, zone-b has 1.

replica, but capacity and service
readiness still need testing.

IRA| EcLypunk |

Issue 2 / original page 4 of 5

OBSERVE
PLAN
DESIGN
VERIFY

© 2026 Ellypunk / NeetOps
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MAOT - MASTERY ) I

—

| I N

| g —

i )
o]

Multiple replicas
for tolerance.

7

29 September 2026

I 20 Septamber 2026 | PAGE5/5)

RESILIENT

- e
%R%Ap PLACEMENT

F KUBERNETES RELIABILITY WEEK

Place replicas
so one node failure
7 does not take

every replica. 4

= Replicas spread
across zones

Nodes that match
scheduling rules.

Distribute across
zones and hodes.

Check real Pod
placement in the cluster.

PRODUCTION CHECKLIST

Identify the node and zone
failure domains.

Match the intended
workload label.

Confirm eligible nodes and
capacity in each zone.

Choose DoNotSchedule or
ScheduleAnyway deliberately.

Inspect real Pod placement
after rollout.

Validate with '!

real placement.
The cluster should
show replicas
across ditferent
nodes and zones. /

Pod Placement (example) o
_;Onea .l_.ZOJ'IE:-b }_one_c
| |
| |
:_____P"d Pfd i _pOd
‘\ @ Running ® FRumning || @ Running |

T =

A PodDisruptionBudget limits
supported voluntary evictions;
it does not stop a node outage.

) Test a one-node failure and
confirm another ready replica
1 still serves traffic.

IR ELLYPUNK

Issue 2 / original page 5 of 5

© 2026 Ellypunk / NeetOps
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M401 - MASTERY 30 September 2026 PAGE 1

KUBERNETES /g\

RELIABILITY WEEK

X PART 3 OF 5: SAFE ROLLOUT AND DISRUPTION CONTROLS |

" Set limits before
a workload

A rolling update and a node drain
are different disruption paths.

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-3-of-5-set-safe-rollout-and-disruption-controls | © 2026 Ellypunk / NeetOps

ssue 3/ original page 1 of 5
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MA401 - MASTERY 30 September 2026 PAGE 2

'I'Wl:l DISRI.IPTII]N
)

Deplnyment maxUnavailable
limits unavailable replicas
during a rolling update.

" AR
\ N
..
i =
N =

[ A PDB governs voluntary
" evictions, mcludmg a node drain.

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-3-of-5-set-safe-rollout-and-disruption-controls © 2026 Ellypunk / NeetOps

original page 2 of 5
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MA401 - MASTERY 30 September 2026 PAGE 3

‘Set the envelope

R

, —

For five replicas, a rollout limit

of one unavailable pod keeps at
least four available under the
Deployment's rollout calculation.
A PDB with four minimum available
can allow one healthy pod eviction
during a drain. Confirm selectors

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-3-of-5-set-safe-rollout-and-disruption-controls | @ 2026 Ellypunk / NeetOps

Issue 3/ original page 3 of 5 15/27
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30 September 2026

MA401 - MASTERY 30 September 2026 __| PAGE4

KUBERNETES .
RELIABILITY WEEK

PART 3 OF 5: SAFE ROLLOUT AND DISRUPTION CONTROLS (!

IE— o
N :

4 / 5 Ready

| allow at most one unavailable
during rollout; require four |

At most 1 unavallahle
~ during rollout

Require 4 available
for voluntary eviction

| watch ready replicas and PDB | I'| schedule the drain after /§
allowed disruptions before draining. rollout stablllses

! 4/5Ready Rollout Then draln )

stabilises noiE
' [ poB alluwed disruptions . ]

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-3-of-5-set-safe-rollout-and-disruption-controls © 2026 Ellypunk / NeetOps

Issue 3/ original page 4 of 5
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MA401 - MASTERY 30 September 2026 PAGE 5

ROLLOUT AND
DRAIN BHEBI(I.IST

El_ | Set Deployment pet| 1P | t Check readiness /
=’ rollout limits. 2 | _ and WOISEES.

L3 Set a PDB for / J 4 | Drain only when allowed
vuluntary ewctmns Jooo e N dlsruptluns are sufficient. )

ui A PDB is not a rollout brake; | ‘

verify Deployment and PDB
controls separately.

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-3-of-5-set-safe-rollout-and-disruption-controls © 2026 Ellypunk / NeetOps

Issue 3/ original page 5 of 5
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M401 - MASTERY 01 October 2026

KllBERNETES RELIABILITY WEEK-
'PART 4 OF 5: DIAGNOSE CONTROL-PLANE
| AND WORKLOAD FAILURES

Objective: Separate cluster access, node health, scheduling and container
failures before changing anything. >

- —

p—

|r I CONTAINERS ’

« Are nodes Ready? e Are pods + Are containers

M| « Can clients reach

heduling? starting and healthy? §
the API server? « Any NotReady, SCHF‘-UI g ! g y
« Network, DNS, Pressure or taints? [li * Pending, + FExits, restarts,
TLS, authn/authz? : CrashLoopBackOff, OOM, probes?
Kubelet, runtime ImagePuLlBackOff?

* Control-plane or network issues?

availability? + Application logs

« Events and
P Chy and dependenctes?

resource constraints?

SAME l]I.ITAGE FOUR PIJSSIBLE LAYERS.

— = ———

g =¥ API REACHABILITY
Can you reach and authenticate
to the cluster's API?

CrashLoopBackDff P 4 - iepar;at|‘; ;:te
might be caused by wﬁzt's- attua[lfly
a node issue... 4 F—| Arenodes healthy and Ready? EiBE A s ytorn
...or the API might - ik
be unreachable. . s o
Different layers. g PODS Confirm the failing layer

Different fixes. ) geex P;gé:;;‘ed'-l""ﬂ and running before changing a resource.

CONTAINERS

Are containers starting and

staying healthy?

|
P ‘) EI_LYP U"K | ellypunk.com.training/kubernetes-reliability-week-part-4-of.5-diagnose-control-plane-and-workload-failures ~ © 2026 Ellypunk / NeetOps

Issue 4 / original page 1 of 5 181727
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~'/ M401 + MASTERY ) 01 October 2026 = 1 ( PAGE2

Start with read-only checks to separate .
access, network and authentication issues

" hefore Iookmg at workloads.

1 October 2026
—\

Confirm intended kuheconflg
anything, confirm context and network path.
your client can Linux / mac0S / Windows
reach and talk to
\ the control plane.

kubectl config current-context

N ful e Verify you are using the expected cluster context.
0 SUCCESSIU Confirm the API server address and network path
Y API response are reachable from your client (DNS, routing, firewall).

means pod Iis_tings Use read-only checks; do not change cluster resources
may be unavailable. at this stage.

Do not infer every
Pod failed.

Linux / macOS / Windows: same kubect]l command;
configured client and read permission reqmrpd

If unreachable, distinguish the failure type
before touching workloads.
o Determine whether the issue is name resolution (DNS), Q

TLS (certificate), authentication/authorization, or the
AP server itself.

¢ Only after confirming the control-plane is reachable
should you proceed to investigate workloads such as Pods.

DEGISIUN TREE WHAT DUES kubectl cluster-info SHUW"

"x CLIENT CANNOT CONNECT [ FORBIDDEN / AUTH ERROR @ API REPLIES

Network, DNS or TLS issue Client reaches AP, but not authorized Control plane is reachable

r
1o o ® |IEID H BE o

Unable to connect to the serwver: Error from server (Forbidden): Kubernetes control plane is running at
dial tcp: lockup cluster.example.com: user “"dev-user” cannot get h"tpS:f_”G'G'ﬂ'}:E’MS

no such host path "/" at the cluster scope CoreDNS is running at
https://10.08.8.10:6443/api/v1/namespaces/
kube-system/services/kube-dns :dns/proxy

' A
CHECK CLIENT CONNECTIVITY CHECK AUTHENTICATION / RBAC PROCEED TO WORKLOAD CHECKS
DNS resolution for the API server address Verify client credentials (user, token,
Network reachability (routing, firewall) certificate or workload identity) e You can now investigate workloads

Correct API server address and port & Confirm kubeconfig context and user (e.g. Pods, Deployments, Services)

TLS certificate validity and trust chain e Check RBAC permissions for if needed. =
cluster-level access - & =

e The API server is reachable and responding.

'M PURTANT If there is no successful APl response,

pod listings may be unavailable. Do not infer that every Pod failed.
Resolve the control-plane access issue first.

U E L LYP U" K | ellypunk.com/training/kubernetes-reliability-week-part-d-of-5-diagnose-control-plane-and-workload-failures | © 2026 Ellypunk / NeetDps

Issue 4 / original page 2 of 5
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“’ /'M401 - MASTERY )

01 October 2026

1 October 2026

You need:

NEXT: NODE OR SGEDIII.ING?.

|dent|fy whether the issue is a node problem /8

K

or a scheduling problem. Inspect the right
details before you change any1hing. '
N ]
Check cluster state
first. Are the nodes

Ready, or are pods
failing to schedule?

We'll decide using
observability, not
assumptions.

Get the current node status.
Linux / mac0S / Windows

(requires kubectl, correct kubeconfig, read permissions)

[kubectl get nodes

5

[ NAME STATUS ROLES VERSION
| node-1 Ready worker vl.31.8
node-2 NotReady worker v1.31.8
node-3 Ready worker vl.31.8

Linux / mac0S / Windows
(requires kubectl, correct kubeconfig, read permissions)

NAMESPACE
default
kube-system

NAME READY
web-5¢c7d9 171
coredns-7b  1/1
api-6fads  8/1

STATUS RESTARTS  AGE
Running @ 3h
Running @ 2d
Pending @

Use read-only commands to gather evidence.

Check nodes first, then pods.

Inspect the relevant details before changing anything.
Do not perform any destructive action.

T node-1

¢ |nstalled kubectl

* Correct kubeconfig

* RBAC read permissions
(Linux / mac0S / Windows)

Ready Running

NotReady api

node-2
® node-3

Pending

Ready || @ worker Running

' If any node shows
NotReady, inspect
the node conditions
and check for
resource pressure
or taints.

If pods are Pending,
inspect the scheduling
events and the
requested resources.

Don't assume the
application code
is broken.

Pending

Read node
conditions and
Pod events
before selecting
a fix.

=
Determine if it's a node issue or a scheduling issue.
Don't assume the app!lcatlon cnde is broken.

NODE NOTREADY?

Inspect node conditions
and pressure/taints.

Linux / mac0S / Windows
(requires kubectl, correct kubcconiig reatl' permissians)

[kubectl describe node <node-name>

Look for:
Conditions (Ready, DiskPressure,
MemoryPressure, PIDPressure, etc.)
Taints that may prevent scheduling
Node capacity and allocatable resources
® Recent events on the node

POD PENDING?

Linux / macQS / Windows
(requires kubect!, correct kubeconfig, read permissions)

hﬂuber_tl describe pod <pod-name> -n <namespace> ﬁ]

Look for:

» Events that explain why scheduling failed
(e.g. insufficient resources, node selectors,
taints, affinity/anti-affinity)

e Requested CPU and memory resources

* Namespace-level constraints (resource quotas,
limit ranges, etc.)

Inspect scheduling events
and requested resources.

Issue 4 / original page 3 of 5
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A PENDING POD IS A CLUE

A Pending pod can mean the scheduler cannot find a suitable node
(for example, not enough CPU), not that the control-plane or API is broken.

J " I = -l § - 7 \ ¢ T & ¥ — W W
{ 1 ) API reachable; nodes Ready. ) ( 2 ) One workload stays Pending.
First, confirm the il Now look at the workloads. l'
control-plane is healthy. - Most pods are Running, 4

The APl is reachable j| | = : but one pod is Pending.

This Pending pod needs
closer inspection.

s ." Soctrol Pl /j Pods (namespace: app)

(" kube-apiserver & Healthy STATUS  RESTARTS

’ ! etcd ¥ Healthy web-7d6f8 @ Running
controller-manager & Healthy api-6c9df @ Running

Health
| scheduler @ Healtny worker-0 Pending

db-5f4b9 @ Running
cache-7cBd @ Running
¥ Ready - —

node-2 ~ Ready | $ kubectl get pods -n app
|
node-3 v R NAME STATUS RESTARTS
1 eady | || web-7d6f8 Running
; 5 api-6c9df  Running
$ kubectl get nodes |[ B Pestiing

NAME STATUS ROLES db-5f4b9 Running

node-1 Ready <none> o
cache-7cBd R
node-2 Ready <none> e

Ready <none>

{ 3 ) Describe its scheduling event. ) ' Compare CPU requests with node !
\Y f—— . —__/ allocatable capacity. Review impact

b N Describe the Pending pod ' before changing requests or capacity. /&
\ e T e

to see the scheduler's reason.
The event shows: Compare the pod's CPU request

FailedScheduling: with the nodes’ allocatable capacity.

Insufficient cpu If the request is larger than what's
available on any node, the pod will
stay Pending. Before changing
requests or adding capacity,
review the impact on other
workloads.

@ ; - _ ﬁ Pod CPU Request (worker-0)

Y ——

B | Ex=r—mrrm

TYPE REASON

FailedScheduli Node Allocatable CPU
Warning ~ FailedScheduli ailedScheduling:

A AR Tnsufficlent cpu 1500m (1.5 cPu) (N o h
I Check requests

1500m (15 cpv) (I ' y  and capacify

100om (2cpy) (I

% kubectl describe pod worker-0 -n app

Events:

Type Reason Age  From Message

Warning  FailedScheduling 375  default-scheduler  FailedScheduling: : The pod requeslleG'UI]rn CRUMR the Iarg_e?{
Insufficient cpu node allocatable is 1500m. No node can fit it,

s0 it remains Pending.

Eﬁ ELLY TRAINING  M401 - 4/5
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Trace the Failure Boary

Find the first layer that fails, check its evidence, and move to the next safe check.
Follow the path from client to running workload. /

01 October 2026

,{1 ) API connection fails?
\—/ Check « context, credentials, and control-plane access.

-."".

js API responds, node NotReady”

Inspect node conditions and events. L P

The APl is reachable,

but a node is NotReady.
Check the node conditions |
and events to find why

the node is unhealthy.

If you cannot reach
the API, verify your
kubeconfig context,
credentials, and that
the control-plane API
is accessible.

@ Ready
NotReady
@ Ready

<none>

<none>

<none>

kubectl
{ client)

API Server
(control- plane

( $ kubectl describe node node-2
Conditions:

Type Status
Ready False
MemoryPressure False
DiskPressure  False

Reason

KubeletNotReady
KubeletHasSufficientMemory
KubeletHasNoDiskPressure

LastHeartbeatTime
2m
2m
2m

$ kubectl cluster-info

Unable to connect to the server: connection timed out

%\ Pod Runmng, service fails?
Inspect container logs and readiness.

\\ Nodes Ready, Pod Pending?

Inspect schedullng events and available capacnty

Nodes are Ready, but the pod
is Pending. Check the pod's
scheduling events and whether
there is enough allocatable
capacityr for the request.

STATUS NODE
web-7d6f8 @ Running node-1
api-6¢odf node-1
worker-0 <none>

db-5f4b9 ode-3

@ Running
Pending
@ Running n

$ kubectl describe pod worker-0 -n app
Events:

Type Reason Age
Warning FailedScheduling 37s

From Message

insufficient cpu.

default-scheduler 0/3 nodes are available:

The pod is Running, but the
service still fails. Check the
container logs and readiness
to find the reason.

e . —
ﬁ Containers (pod/web-7d6f8)
READY  RESTARTS

. 0/1 0
® 11

F" Logs (web)

il $ kubectl logs web-7d6f8 -n app
2026-10-01T08:12:31Z StaJtmg server. ..
2026-10-01T08:12:32Z ERROR: deper lent

ile

2025 10-01T08:12:33Z Retry..ng in 10s...

|‘ NAME AGE
web

sidecar

Readiness Probe

Type: HTTP GET
Path: /ready
Status: Failur
Last probe: 2s ago

Record the first failing Ia)_fér,
its evidence, and the next safe check.

Q—)—)

API Server

Client

Issue 4 / original page 5 of 5
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KUBERNETES RELIABILITY WEEK — PART 5 OF
RUN PRODUCTION RECOVERY AND CAPACITY DRILLS

Objective: Practice a bounded node-loss drill; measure recovery and spare capacity.

= <| ET NODE FAILURE

OBSERVE
ANALYZE
RECOVER
SCALE

B WATCH SERVICE OBJECTIVE

Service Objective
100% |
99%

95%

90%
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BOUND THE DRILL

- Choose one noncritical node

Production traffic
continues

' r
Flili] !t 1

|

(Healthy) (Drill Target) (Healthy)

E Record baseline latency and error rate. -

it

W

= 8

Latency (p95) Error Rate
400 5%
300 | |

3%
200 ’-u'*"\'w 2% |
100 1% ’

0 ‘ 0%

10:00  10:15  10:30  10:45 10:00  10:15  1e300 10:45

El Check disruption budget and spare capacity.

Disruption Budget Spare Capacity

Allowed Unavailable 1 CPU Headroom 28%
Currently Unavailable 0 Memory Headroom — 32%
Remaining 1 Pod Headroom 25%

n Set abort criteria and rollback owner.

Abort Criteria Rollback Owner

@ Errorrate > 5% 3 N
@ Latency p95 > 3x baseline pn.'ca ; :ﬁmeer:
@ User-facing errors detected rimary: Alex Chen

@ SLO at risk Backup: Priya Nair

A Do not start if the workload lacks headroom.

Node A " MNodeB ' Node C
(Healthy)  (Drill Target)  (Healthy)

Production Traffic

Continues During Drill

AN

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-5-of-5-run-production-recovery-and-capacity-drills | © 2026 Ellypunk / NeetOps
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TEST CAPACITY BEFORE FAILURE

e [I TOTAL LOAD BEFORE FAILURE

3 equal nodes x 70% load
= 210% of one node.

174 J ==, \| CLUSTER ;
OBSERVE / / \ = (W U peaLt 1RE = -
ANALYZE O ¥/ RELIABILITY % °®
RECOVER AN\ " propucTIOK 70% 70% 70%

I I |
| 1
70% + 70% + 70% = 210%

of one node

W] AFTER ONE NODE LOSS

BT 210% = 2 = 105% per survivor.

105% 105%

] CONCLUSION

The remaining pair cannot fit
this load; add headroom
before the drill.

Real scheduling also depends on

| Caveat pod requests and placement rules.

CAPACITY ANALYSIS )
Total Load (3 nodes)
70% +70% +70% = 210%

After One Node Loss
210% + 2 = 105%

Mode Utilization After Failure

105% 105%

- A
100% —~|---l-|"-ﬁ':+““'

Node A Node B
105% 105%

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-5-of-5-run-production-recovery-and-capacity-drills | © 2026 Ellypunk / NeetOps
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RUN AND IJBSEIWE THE DRILL

Isolate the chosen node
under change control.

Node Isolated
| (Under Change Control)

Watch pod readiness,
p95 Iatency and errors..

Pod Readiness p95 Latency Error Rate

=

Ready 24
NotReady 0O 120 ms 6 2%

Compare recovery time
with objective.

Recovery Time
2m 18s @

Objective Within
< 5 minutes Objective

Abort and restore if
thresholds are crossed.

Error rate exceeded
abort threshold.

x| [o]—-[]

Ahort Drlll Restore Servu:e Restored

ERROR RATE
Do not treat a

successful eviction
as service recovery.

Abort Threshold (preset)

|
e W

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-5-of-5-run-production-recovery-and-capacity-drills | © 2026 Ellypunk / NeetOps
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REGOVERY DRILL GLOSEOUT

g RECORD BASELINE AND
n ABORT THRESHOLD.

Abort Threshold

Baseline Metrics
CPU 42%
/ L i | | Mernory 58%
OBSERVE T - ' v o4 | | Latency 28 ms
ANALYZE A L & A Errors 0.1%
RECOVER | . B Al | RPS 1,250
VERIFY = '
SUSTAIN

Errors > 5%

RPS < 50%

1

]

]

]

i

i Latency  >500ms
!

I

i | Availability <99%
I

CONFIRM SPARE NODE CAPACITY
AND DISRUPTION BUDGET.

A

]

' MEASURE READINESS, LATENCY,
ERRORS AND RECOVERY TIME.

@|&|B|o

Readiness Latency Errors Recovery Time

100% 32 ms 0.1% 78s

RESTORE THE NODE AND
VERIFY SERVICE HEALTH.

_~ Service Health

> < i @ APl
° -) ® @ Worker
Node Read

(Restored) y @ Database

@ coNcLUSION | < TIP

The 3 x 70% example lacks Compare the recovery

scenario, stop one-node headroom: result with the objective
I8l before the drill doitotrun i bl hartacd before calling the drill
y and add ! 0 not run that dril unchanged. Siccest Al

capacity.

ELLYPUNK | ellypunk.com/training/kubernetes-reliability-week-part-5-of-5-run-production-recovery-and-capacity-drills | © 2026 Ellypunk / NeetOps
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